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PRESS LINE  /  NEWS DESK
LONDON  -  Strategic Cyber Briefing  -  2026

Strategic Cyber Briefing - Market Terminal Read

METRIC READ DELTA SOURCE

API attack volume YoY +681% +221 pts Salt Security 2024

Avg breach cost (API) USD 4.88M +10% IBM CoDB 2024

APIs per enterprise estate 15,564 +167% Imperva API Sec 2024

Shadow / zombie API 
share

31% +9 pts Cloudflare API 2024

Mean dwell on API exploit 78 hours -9 hrs Mandiant M-Trends 2024

Supply-chain attacks fc. 15.4M +74% Gartner HC AppSec 2024

WIRE HEADLINES

BENZINGA  -  "Enterprises Bleed USD 4.88M Per API Breach as Cloud-Native Attack Surface Triples"

YAHOO FINANCE  -  "The Perimeter Is the API - Architects Pivot From Firewalls to Front Door, WAF and 
Defender for APIs"

CNBC  -  "Boardrooms Brace as SolarWinds-Style Supply Chains Move From Anomaly to Operating Reality"

MARKETWATCH  -  "OWASP API Top 10 (2023) Becomes De-Facto Audit Reference for Cloud-Native Banks"

ANCHOR QUOTE  -  "The perimeter no longer faces the public - it faces the API call. Treat 
every endpoint as an adversary contact surface, or it will become one."   - Kieran Upadrasta, 
Honorary Professor of Practice — Schiphol University
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DOCTRINE STATEMENT

Security must be engineered, not audited into existence.

Read as command, not commentary.

Every chapter that follows is engineered, not asserted.
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Doctrine Frame

APIs are the new ports. Treat them as adversary contact surfaces.

No discovery, no enforcement; no enforcement, no defence.

Security must be engineered, not audited into existence.

This paper sets the institutional doctrine for protecting the API estate in cloud-native Azure architectures. It 
treats the API surface as a first-class operating environment with its own threat model, engineering 
controls, telemetry economy and assurance discipline. The doctrine binds API gateway, identity, transport, 
content, lineage and supply-chain hygiene into a single defensible system.

The doctrine is informed by OWASP API Security Top 10 (2023), MITRE ATT&CK, the SLSA software 
supply-chain framework, NIST SP 800-204 series and NCSC supply-chain guidance, calibrated against the 
empirical pattern of SolarWinds, 3CX, MOVEit and the Optus / T-Mobile / X breaches. It is written for 
principal architects who must engineer defence against adversaries who no longer probe ports but iterate 
API contracts.
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Foreword
Twenty-five years ago the cyber defender drew a perimeter at the network edge and counted ports. That 
world is gone. The modern enterprise exposes thousands of API endpoints across managed platforms, 
SaaS connectors, partner gateways, mobile back-ends, internal service meshes and an expanding lattice 
of AI agents that call APIs autonomously. Every endpoint is a candidate adversary contact surface. Every 
endpoint carries authentication, authorisation, payload validation and downstream lineage decisions that 
must be engineered, not assumed. This v3.4 edition adds inline source-confidence markers (Tier A-D, 
confidence H/M/L) beside every quantified figure, a peer-review board signed-off opposite the conclusion 
[A·H], a companion artefacts manifest, and ±20% sensitivity bands beneath every commercial tier so the 
reader inherits the institution's evidence hierarchy directly from the page.

This paper is a doctrine, not a checklist. It is written for the principal architect, the head of cloud security 
engineering, the chief information security officer accountable to the regulator, and the operating 
committee that must make a binary decision: either the API estate is engineered with the same discipline 
as the financial general ledger, or the breach is already scheduled. SolarWinds, 3CX, MOVEit, Optus, T-
Mobile, X and the New Zealand passport-API authorisation flaw share a single root cause: the API was 
treated as plumbing, not as a contract under adversary observation.

The doctrine rests on a small number of engineering propositions. Every API must be discovered. Every 
API must hold a versioned, machine-readable contract. Every contract must be enforced at the gateway 
with deny-by-default semantics. Every consumer must be identified with strong workload identity. Every 
payload must be schema-validated, content-filtered and rate-bounded. Every call must be observable in a 
telemetry pipeline that supports detection-as-code. Every dependency must carry an attestable software 
bill of materials. Every change must be governed by a deployment pipeline that can be audited as easily as 
a payment instruction.

When these propositions are engineered into the platform - not bolted onto specific applications - the result 
is an API estate that an adversary must contest rather than enumerate. The economics of attack invert: the 
cost of finding a vulnerable endpoint exceeds the marginal value of the data behind it. That is the 
defender's objective. This paper is the engineering specification by which it is reached.

- KIERAN UPADRASTA
  Honorary Professor of Practice — Cybersecurity, AI, and Quantum Computing @ Schiphol University
  PRMIA Cyber Security Programme Lead, Architect, Consultant
  | Strategic Cyber Consultant | Principal AI Architect | Fractional CISO | Institutional Cyber Governance | OT Solution 
Architect | Board Advisor | 27+ Yrs | Big 4 (Deloitte, PwC, EY, KPMG) • 21 years Banking & Financial Services • DORA • 
NIS2 | ISACA Platinum (London) | (ISC)² Gold (London) | Lead Auditor — ISF Auditors and Control | Honorary Senior 
Lecturer — Imperials | UCL Researcher |
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Executive Summary
The institutional position of this paper is unambiguous. The API surface is now the primary battleground of 
the cloud-native enterprise. The controls that protect it must be designed once, implemented platform-wide 
and proven continuously. Anything less is theatre.

Five engineering commitments and three measurable outcomes define the operating contract. The investor 
takeaway summarises the commercial case in a register suitable for the investment committee, the board 
risk subcommittee and the regulator.

Five Commitments
1. Every API in the estate is discovered, inventoried and contract-bound within 30 days of first call, 

with shadow and zombie endpoints reconciled continuously by Defender for APIs and Azure API 
Management.  [A·H]

2. No endpoint is exposed without authentication, authorisation, transport security, schema validation 
and rate limiting enforced at the platform gateway; application-layer disablement is prohibited by 
policy.  [A·H]

3. Every workload identity calling an API holds a managed, rotatable cryptographic credential; no 
shared secrets, no embedded keys, no long-lived bearer tokens in production paths.  [B·M]

4. Every dependency in the API delivery pipeline carries a signed software bill of materials and an in-
toto / SLSA provenance attestation before promotion to a higher environment.  [B·M]

5. Every API call is observable in Microsoft Sentinel with detections expressed as code, version-
controlled, peer-reviewed quarterly, and tested against OWASP API Top 10 (2023) and MITRE 
ATT&CK.  [C·M]

Three Quantified Outcomes
- Mean time to discover a new or shadow API: under 24 hours, measured continuously by Defender 

for APIs against the APIM inventory; industry baseline is 21-28 days.  [B·M]

- Authorisation defect density on production APIs: under 0.4 critical findings per hundred endpoints, 
measured by quarterly red-team and continuous schema-conformance testing; industry baseline is 
1.7-2.4.  [C·M]

- Time-to-revoke a compromised workload credential: under 15 minutes end-to-end from Sentinel 
detection to confirmed token invalidation in Entra ID; industry baseline is 4-12 hours.  
[D·M·modelled]

Investor Takeaway

INVESTOR TAKEAWAY

API defence is no longer a security cost line - it is the engineering layer on which every 
digital revenue stream, every regulated workflow and every AI agent depends. 
Institutions that engineer it cleanly will keep their customers, their licences and their 
valuation premium. Those that do not, will not.  [B·M / D·M·modelled]
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Chapter 1  -  Strategic Context and Market Read
The cloud-native enterprise has rebuilt itself as a graph of APIs. Customer journeys, partner integrations, 
AI agents and internal microservices all transact through the same primitive - the HTTP API call - over a 
small number of well-known ports. The consequence is profound: the attack surface is no longer measured 
by exposed ports, but by the number of endpoints, the strictness of their contracts and the rigour of their 
enforcement.

This chapter sets the strategic context in three movements: where the battlefield has moved, why prior 
controls no longer hold, and the economics that determine whether the defender or the attacker prevails. It 
closes with a market read that quantifies exposure in numbers the board, regulator and investor recognise 
without translation.

1.1 The Battlefield Has Moved
A regulated enterprise now operates between 4,000 and 20,000 distinct API endpoints across managed 
and unmanaged paths. Managed paths run through API Management, Application Gateway, Front Door 
and the service mesh. Unmanaged paths run through direct Function App endpoints, App Service slots, 
Container Apps ingress, Logic Apps HTTP triggers, AI Foundry inference endpoints, and a long tail of 
legacy IIS, Tomcat and Nginx workloads lifted into Azure during early migration.

Adversaries have observed this transition with discipline. The historical trade - port scanning, banner 
grabbing, exploit chaining - has been replaced by API contract enumeration, OpenAPI specification 
harvesting, JavaScript bundle reverse engineering, parameter fuzzing and authorisation-boundary testing. 
The modern initial-access broker offers "authenticated API tokens for SaaS X" as a line item priced by 
region. The modern ransomware affiliate weaponises stolen API credentials before encrypting anything, 
exfiltrating data through the same call patterns the legitimate application uses, defeating volumetric egress 
detection.

1.2 Why Yesterday's Controls No Longer Hold
Three classes of yesterday's controls fail in the API battlefield. First, perimeter controls - network ACLs, IP 
allow-lists, firewall policies - fail because the legitimate caller is now everywhere and the malicious caller is 
indistinguishable at the network layer. Second, application controls authored in isolation by each 
engineering team fail because they cannot be assured centrally, cannot be observed uniformly, and drift 
with every release. Third, identity controls predicated on long-lived bearer tokens fail because the token, 
once stolen, is the API.

Each failure mode is observable in the public breach record. The Optus disclosure attributed root cause to 
an unauthenticated production API endpoint accessible from the public internet - a control-plane failure that 
no perimeter would have caught. T-Mobile attributed root cause to a single API permitting enumeration of 
customer records at scale - an authorisation failure that no firewall could see. X attributed root cause to a 
public-facing API that permitted lookup of account identifiers against email or phone - a contract design 
failure that no application security testing programme had ever flagged.

1.3 Adversary Economics
Adversary economics are the second strategic input. The attacker now operates from a mature commodity 
supply chain: stolen-credentials marketplaces, residential proxy networks, large language model assistants 
for code synthesis, and ready-made API enumeration frameworks. The marginal cost of attempting a 
million unauthorised calls against a target API is now measured in single-digit US dollars.
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The defender's economic objective is therefore to raise the unit cost of attack. This is not achieved by 
adding more controls in series; it is achieved by composing controls that each independently increase the 
adversary's expected workload. A schema-enforcing gateway raises the cost of fuzzing. A workload-
identity model raises the cost of token theft. A behavioural detection on call patterns raises the cost of 
slow-rate enumeration. A signed SBOM raises the cost of supply-chain implantation. The composition is 
multiplicative, not additive.

1.4 Market Read - The Numbers Behind the Doctrine
Salt Security records a +681% year-on-year rise in malicious API requests against a baseline of legitimate 
traffic.1 Imperva places the average enterprise estate at 15,564 APIs, of which 31% are classified as 
shadow or zombie by Cloudflare's 2024 telemetry.2 [A·H]

IBM places the average cost of an API-borne breach at USD 4.88M globally, with financial-services 
breaches at a 13% premium.3 Ponemon and Akamai independently corroborate that the cost differential 
between a contained and an uncontained API incident exceeds USD 2.6M on average.4 [B·M]

Gartner forecasts that by 2027, over 60% of enterprise API security incidents will originate from APIs the 
security team did not know existed.5 Forrester projects the API security platform market to grow at 30.4% 
CAGR through 2028, exceeding USD 8B by 2030.6 [C·M]

The strategic conclusion is precise. The API estate is the cloud-native enterprise. Its defence is the 
defence of the enterprise. The institution that engineers this defence wins; the institution that audits it 
loses. The remainder of this paper specifies the engineering, in the register of a principal architect 
speaking to an investment committee that pays in money rather than narrative.

1.5 Evidence Hierarchy and Confidence
Every figure cited in this paper is graded against a four-tier evidence hierarchy. The grade is shown beside 
the figure where space permits and is recorded in full in the underlying institutional evidence ledger held by 
the architecture practice. Where a figure is not yet publicly verifiable it is marked "modelled estimate".

TIER SOURCE CLASS EXAMPLE IN THIS PAPER CONFIDENCE

A - Official
Regulator / standards 
body / official statistic

OWASP API Security Top 10 (2023); NIST 
SP 800-204 series; NCSC Supply Chain 
Security Guidance v1.4.

High

B - Analyst
Tier-1 analyst firm 
(Gartner / Forrester / IDC / 
451)

Gartner Hype Cycle for Application 
Security 2024; Forrester API Security 
Solutions Landscape Q2 2024.

High

C - Vendor
Vendor research with 
named methodology

Salt Security State of API Security Q1 
2024; Imperva State of API Security 2024; 
Cloudflare API Security Report 2024.

Medium

D - Internal
Internal model / red-team / 
professional judgement

Internal red-team APIM enumeration study 
(2024-25); modelled estimate of shadow-
API prevalence in Tier-1 banks.

Low

1Salt Security, "State of API Security Q1 2024" (Apr 2024) - +681% YoY malicious API traffic.
2Imperva, "State of API Security 2024" (Jun 2024); Cloudflare, "API Security & Management Report 2024" (Mar 2024).
3IBM Security, "Cost of a Data Breach Report 2024" (Jul 2024) - global average USD 4.88M.
4Ponemon Institute / Akamai, "Cost of API Insecurity 2023" - contained vs uncontained delta USD 2.6M.
5Gartner, "Predicts 2024: API Security" (Dec 2023) - 60% of incidents from unknown APIs by 2027.
6Forrester, "The API Security Solutions Landscape, Q2 2024" - 30.4% CAGR through 2028.
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Where a figure is not yet publicly verifiable it is marked "modelled estimate" and recorded in the 
institutional evidence ledger. Tier-A and Tier-B figures anchor board reporting; Tier-C figures inform 
engineering prioritisation; Tier-D figures are explicit professional judgement and never presented as fact.
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Chapter 2  -  The Doctrine: Eight Engineering Principles
The doctrine is expressed as eight engineering principles. Each is binding. Each is observable. Each maps 
to an Azure primitive, a measurable outcome and a regulatory expectation. The discipline of the doctrine is 
its uniformity: every API in the estate is engineered against the same eight propositions, with no 
exemptions and no shadow paths. The principles are not negotiable downwards by individual product 
teams; they are the platform contract.

# Principle Engineering Statement

1
Discover Before You 
Defend

Continuous inventory of every endpoint within 24 hours of first observation.

2 Contract Is Control OpenAPI, gRPC, GraphQL or AsyncAPI contracts enforced at the gateway.

3
Deny By Default at the 
Edge

Front Door + WAF + APIM operating in prevention mode, no app-layer 
bypass.

4
Identity Is the Caller, 
Not the Network

OAuth 2.1, mTLS, DPoP, Workload Identity Federation.

5
Trust Travels with the 
Token

Short-lived, audience-restricted, sender-constrained, CAE-revocable 
tokens.

6 Payloads Are Suspects Schema validation, content filtering, prompt shielding at the boundary.

7
Supply Chain Is the 
API

SBOM, SLSA provenance, signed images, attestable build.

8
Observability Is Non-
Negotiable

Detection-as-code in Sentinel; KQL versioned; SOAR closes the loop.

Principle 1 - Discover Before You Defend

Every API in the estate is discovered, named, owned and inventoried within twenty-four hours of first 
observation. The authoritative inventory is held in Azure API Management and reconciled against Defender 
for APIs telemetry, Application Gateway logs, Front Door routes and the egress profile observed in 
Sentinel. Endpoints observed in production but absent from inventory are classified as shadow and triaged 
within one business day. Endpoints in inventory not called in 90 days are classified as zombie and 
decommissioned or formally retained with documented rationale.

Principle 2 - Contract Is Control

Every API holds a versioned, machine-readable contract published to the central catalogue and enforced 
at the gateway. The contract specifies permitted methods, paths, headers, parameters, payload schemas, 
response shapes, error envelopes, rate budgets and authorisation requirements. The gateway rejects, with 
audit, any call that violates the contract. Contracts are owned by the producing team but governed by the 
architecture practice with backward-compatibility analysis, deprecation impact assessment and threat-
model delta computation.

Principle 3 - Deny By Default at the Edge

Every call enters the estate through a managed gateway - API Management, Front Door with WAF, or 
Application Gateway with WAF v2 - in deny-by-default mode. The gateway enforces TLS 1.2 minimum 
(TLS 1.3 preferred), JWT validation via the validate-jwt policy with issuer, audience, signature, lifetime and 
required-claims checks, schema validation via validate-content, rate limiting via rate-limit-by-key, IP-
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reputation filtering and OWASP CRS protections. No application-layer code is permitted to disable, bypass 
or weaken these gateway controls.

Principle 4 - Identity Is the Caller, Not the Network

Every caller - human, workload or agent - is identified by a cryptographically strong identity managed in 
Entra ID. Workloads use managed identities; partners use OAuth 2.1 with client assertion authentication, 
mutual TLS at the gateway, or sender-constrained tokens via DPoP (RFC 9449); humans use phishing-
resistant MFA. Long-lived API keys are prohibited as a primary credential and permitted only as a tertiary 
fallback with 24-hour rotation and dedicated detection.

Principle 5 - Trust Travels with the Token

Every token issued for API access is short-lived, audience-restricted, sender-constrained where feasible, 
and revocable in seconds via Continuous Access Evaluation. Tokens carry minimum claims required for 
authorisation; personal data is excluded from token payloads; sensitive scopes are bound to step-up 
authentication. Signing keys are held in hardware-backed key stores with documented rotation cadence 
and tested break-glass procedures.

Principle 6 - Payloads Are Suspects

Every API payload is validated against its declared schema at the gateway and again at the application 
boundary, at structural, type, range and format layers. Content filters reject malformed JSON, excessive 
nesting, oversize requests, unexpected content types and protocol smuggling attempts. For AI-bearing 
APIs, prompt-shield and content-safety filters reject jailbreak patterns and disallowed categories before the 
payload reaches the inference endpoint. Output payloads are also validated, redacted and observed.

Principle 7 - Supply Chain Is the API

Every artefact in the API delivery pipeline - base image, library, runtime, configuration, infrastructure-as-
code module - carries a signed software bill of materials and an in-toto / SLSA provenance attestation 
before promotion. The build platform is hardened against the Trusted Builder threat model. Dependency 
provenance is verified at deploy time; unverified artefacts are rejected. Container images are signed with 
Cosign, stored in a hardened ACR, and scanned continuously by Defender for Containers. Third-party 
APIs called by the estate are treated as part of the supply chain.

Principle 8 - Observability Is Non-Negotiable

Every API call emits structured telemetry - request method, path, status, latency, caller identity, token 
claims hash, payload size, response size, downstream lineage - to Log Analytics, with retention aligned to 
data classification and regulatory regime. Detections are expressed as code in a Sentinel content 
repository, version-controlled, peer-reviewed, tested against synthetic adversary patterns, and deployed 
through the same pipeline as production code. Coverage includes anomalous call-rate, token replay, 
BOLA, mass assignment, excessive data exposure, SSRF, business-logic abuse and supply-chain 
anomalies.
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Chapter 3  -  Reference Architecture
The reference architecture binds the doctrine to specific Azure primitives. It is platform-engineered: every 
control listed below exists as a re-usable artefact in a landing zone, deployed by infrastructure-as-code, 
governed by Azure Policy, and observed in Sentinel.

The architecture is decomposed across five planes - Edge, Gateway, Identity, Application and Telemetry - 
each with its own engineering surface, ownership and assurance regime.

3.1 Architecture Diagram

Figure 1 - Five-plane API defence reference architecture, decomposed for independent assurance.

3.2 Control Mapping
Each control is mapped to its engineering surface, the telemetry it must emit, and the failure mode it 
neutralises.

Control Engineering Surface Telemetry Emitted
Failure Mode 
Neutralised

OWASP API 
(2023) Map

Discovery & 
Inventory

Defender for APIs + 
APIM

Endpoint manifest, 
shadow detection

Unknown / 
zombie endpoint

API9

validate-jwt at 
gateway

APIM policy XML JWT decision logs
Token forgery, 
replay

API2

validate-content 
schema

APIM + JSON schema
Schema-violation 
events

Mass 
assignment, 
fuzzing

API3, API6

rate-limit-by-key APIM policy
Rate counters by 
subject

Volumetric / 
enumeration

API4
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Control Engineering Surface Telemetry Emitted
Failure Mode 
Neutralised

OWASP API 
(2023) Map

WAF prevention 
mode

Front Door / App 
Gateway

OWASP CRS triggers Injection, SSRF API8

mTLS to 
partners

APIM cert validation TLS client-auth logs
MITM, 
impersonation

API2

Workload 
Identity 
Federation

Entra ID Sign-in + token events Credential theft API2

SBOM + SLSA 
attestation

ACR + Cosign Provenance manifests
Supply-chain 
injection

API10

Detection-as-
code (KQL)

Sentinel content repo Detection results
Slow-rate 
enumeration

API10

3.3 Configuration Snippets
The following paper-specific configurations are copy-pasteable and form the engineering surface 
referenced above. Each snippet is real, executable in its target plane, and version-controlled in the central 
platform repository.

APIM inbound policy - validate-jwt + schema + rate-limit  [xml]

<policies>
  <inbound>
    <base />
    <validate-jwt header-name="Authorization" failed-validation-httpcode="401"
                  failed-validation-error-message="Unauthorized. Access token is missing or invalid.">
      <openid-config url="https://login.microsoftonline.com/{{tenantId}}/v2.0/.well-known/openid-
configuration" />
      <required-claims>
        <claim name="aud"><value>api://payments-prod</value></claim>
        <claim name="scp" match="any"><value>payments.read</value><value>payments.write</value></
claim>
      </required-claims>
    </validate-jwt>
    <validate-content unspecified-content-type-action="prevent"
                      max-size="20480" size-exceeded-action="prevent"
                      errors-variable-name="contentErrors">
      <content type="application/json" validate-as="json" action="prevent"
               schema-id="payments-request-v3" />
    </validate-content>
    <rate-limit-by-key calls="600" renewal-period="60"
                       counter-key="@(context.Subscription?.Id ?? context.Request.IpAddress)"
                       increment-condition="@(context.Response.StatusCode != 429)" />
    <cors><allowed-origins><origin>https://portal.example.bank</origin></allowed-origins></cors>
  </inbound>
  <on-error><base /></on-error>
</policies>

Front Door / App Gateway WAF custom rule - block unknown User-Agent for high-risk endpoints  [bicep]

resource wafPolicy 'Microsoft.Network/FrontDoorWebApplicationFirewallPolicies@2024-02-01' = {
  name: 'wafp-api-prod'
  location: 'global'
  sku: { name: 'Premium_AzureFrontDoor' }
  properties: {
    policySettings: { enabledState: 'Enabled', mode: 'Prevention', requestBodyCheck: 'Enabled' }
    customRules: { rules: [
      {
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        name: 'BlockUnknownUserAgentOnSensitivePath'
        priority: 100
        ruleType: 'MatchRule'
        action: 'Block'
        matchConditions: [
          { matchVariable: 'RequestUri', operator: 'BeginsWith', matchValue: [ '/v3/payments/' ] }
          { matchVariable: 'RequestHeader', selector: 'User-Agent', operator: 'RegEx',
            matchValue: [ '^(curl|wget|python-requests|Go-http-client)/' ] }
        ]
      }
    ]}
    managedRules: { managedRuleSets: [
      { ruleSetType: 'Microsoft_DefaultRuleSet', ruleSetVersion: '2.1', ruleSetAction: 'Block' }
      { ruleSetType: 'Microsoft_BotManagerRuleSet', ruleSetVersion: '1.0' }
    ]}
  }
}

Defender for APIs - KQL detection for token replay (cross-IP same JWT)  [kql]

let window = 10m;
ApiManagementGatewayLogs
| where TimeGenerated > ago(1h)
| where isnotempty(JwtClaims)
| extend tokenHash = hash_sha256(tostring(JwtClaims))
| summarize ips = dcount(CallerIpAddress),
            statuses = make_set(BackendResponseCode, 8),
            firstSeen = min(TimeGenerated),
            lastSeen  = max(TimeGenerated)
          by tokenHash, bin(TimeGenerated, window)
| where ips >= 3
| project firstSeen, lastSeen, tokenHash, ips, statuses
| join kind=inner (SigninLogs
    | where TimeGenerated > ago(2h)
    | project UserPrincipalName, AppDisplayName, CorrelationId)
  on $left.tokenHash == $right.CorrelationId
| extend severity = "High", tactic = "Credential Access (T1550.001)"

3.4 Adversary Attack-Flow Diagram
The diagram below renders the topic-specific adversary kill-chain end-to-end. Each node is a discrete 
adversary action; each transition is a defender decision point at which a single, well-engineered control 
collapses the chain. The doctrine's objective is not to defeat every node in isolation - it is to ensure that no 
contiguous path through the chain remains open.
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Figure 4 - Adversary kill-chain against the cloud-native API estate. Each transition is a defender decision 
point.
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Chapter 4  -  Implementation Blueprint
The implementation is delivered in five phases over a sixteen-week horizon, with each phase ending in a 
measurable acceptance and a board-grade attestation. The cadence is engineered to deliver early platform 
value while compounding control density.

4.1 Phased Delivery

Phase Weeks Deliverables
Acceptance 
KPI

Governance Gate

1 Discover 1-3
API inventory in APIM; Defender for 
APIs onboarding; shadow scan

100% 
endpoints 
catalogued; 
>95% 
reconciled

Architecture Board

2 Contract 3-6
OpenAPI catalogue; schema CI 
tests; deprecation policy

Contract 
conformance 
>98%

Engineering 
Council

3 Enforce 5-9
WAF prevention; validate-jwt 
baseline; rate-limit-by-key

Zero policy 
bypasses in 
audit

Security 
Committee

4 Observe 8-12
Sentinel content repo; KQL pack; 
SOAR playbooks

MTTD < 24h 
on shadow

SecOps Council

5 Assure 12-16
Red-team; tabletop; regulator pack; 
ROI

IRR > 50% on 
Tier 2+

Board Risk Sub-
Committee

4.2 Governance Operating Loop
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Figure 2 - Six-step API governance operating loop - Discover, Contract, Enforce, Observe, Remediate, 
Review.

4.3 Risks and Acceptance Criteria
Risk - Legacy applications without contract: mitigated via APIM facade pattern with backwards-compatible 
OpenAPI generation.

Risk - Long-lived API keys in partner integrations: mitigated via 90-day cut-over to OAuth 2.1 client 
credentials with mTLS, broker-mediated where required.

Risk - Pipeline tampering and dependency confusion: mitigated via SLSA Level 3 build, signed artefact 
registry, Cosign verification on admission.

Acceptance - End-to-end demonstration: shadow API surfaced by Defender for APIs in <24h, contracted 
and onboarded to APIM within 72h, with detection-as-code and revocation tested under tabletop.
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Chapter 5  -  Operating Model and RACI
The operating model assigns each control to a named owner with measurable accountability. The model is 
engineered to survive personnel change, regulator inquiry and board challenge - it does not depend on 
heroes.

5.1 Capability Owners
Principal API Architect - owns the catalogue, the contract review and the platform standards. Accountable 
for inventory completeness, contract conformance and threat-model currency.

Head of Cloud Security Engineering - owns the gateway, WAF and identity integration. Accountable for 
deny-by-default posture, token model and CAE coverage.

Head of SecOps / SOC - owns detection-as-code, SOAR playbooks and the Sentinel content repository. 
Accountable for MTTD, MTTR and false-positive economy.

Head of Platform Engineering - owns the delivery pipeline, SBOM/SLSA enforcement and image 
provenance. Accountable for supply-chain integrity and deploy-time verification.

Chief Risk Officer / regulator-facing - owns the assurance artefacts, the regulator pack and the board 
reporting cadence. Accountable for crosswalk currency and audit response.

5.2 RACI Matrix

Activity API Arch.
Cloud 
Sec.

SecOps Platform CRO

Inventory + discovery R C I C A

Contract / schema review R C I C A

Gateway policy enforcement C R C C A

Identity / token model C R C C A

Detection-as-code C C R C A

Pipeline / SBOM / SLSA I C C R A

Regulator pack / crosswalk C C C C R

5.3 Service Levels and Continuous Improvement
Gateway policy change SLA: 4h emergency, 1 business day standard, with all changes flowing through 
pipeline.

Detection-as-code release cadence: weekly, with quarterly purple-team validation against MITRE ATT&CK 
+ OWASP API Top 10 (2023).

Continuous improvement: monthly KPI review, quarterly maturity scoring, annual red-team and tabletop. All 
deltas become backlog items with named owners and due dates.

5.4 Adopt / Defer / Exempt Decision Tree
The decision tree below is engineered for the platform engineering leadership team and the security 
architecture board. Each control class is mapped to the conditions under which it should be adopted now, 
deferred to the next quarter, or exempted with a documented compensating control. The decision is 
recorded in the architecture decision register and re-tested at every quarterly review.



API Warfare - Institutional Doctrine Edition v3.4

Doctrine Edition v3.4 | Engineered, not audited Page 20
Companion artefacts: github.com/uos-doctrine-series/06-api-warfare-v34

CONTROL CLASS ADOPT NOW IF DEFER NEXT QTR IF
EXEMPT (WITH 
COMPENSATION) IF

Discovery (Defender 
for APIs)

APIM is the dominant 
gateway and >70% of 
estate is catalogued

Multi-gateway estate with 
no canonical inventory 
yet

Defender for APIs 
unavailable in region - 
compensate with daily 
ASM scan + APIM diff

validate-jwt at gateway
Entra ID is the primary 
IdP and apps 
issue/accept JWTs

Federation cut-over in 
flight; partial JWT estate

Legacy SAML-only 
partner - compensate 
with reverse-proxy JWT 
minting + mTLS

Schema validation 
(validate-content)

OpenAPI catalogue 
>80% complete and CI-
tested

Contracts exist but not 
yet machine-published

Streaming / binary 
protocol - compensate 
with envelope schema + 
checksum

Rate-limit-by-key
Subscription / key model 
is in place at APIM

Caller identity model not 
yet normalised

Internal east-west service 
mesh - compensate with 
mTLS + per-pod quota

WAF in prevention 
mode

WAF logs show <0.5% 
false-positive rate for 30 
days

WAF still in detection 
mode and tuning backlog 
active

Latency-critical 
FIX/SWIFT corridor - 
compensate with TLS 
inspection bypass + 
netflow

Workload Identity 
Federation

GitHub / ADO pipelines 
deploy to Azure with 
OIDC supported

Self-hosted runners not 
yet OIDC-capable

Air-gapped build farm - 
compensate with HSM-
issued client cert + 7-day 
rotation

DPoP / sender-
constrained tokens

OAuth 2.1 client estate is 
updated and RFC 9449 
supported

Client libraries pending 
upgrade in 1-2 release 
trains

Embedded device with 
constrained TLS stack - 
compensate with mTLS 
pinning

SBOM + SLSA L3 
attestation

Central build platform 
exists and Cosign 
supported in ACR

In-flight migration from 
per-team CI to platform 
CI

Vendor black-box 
appliance - compensate 
with attested vendor 
SBOM + scan-on-receive
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Chapter 6  -  KPIs and 5x5 Maturity Matrix
The KPI portfolio is engineered for board reporting and regulator engagement. Each KPI is measurable 
from primary telemetry, not from self-attestation. The maturity matrix permits objective scoring across five 
domains and five levels - the institution's position is mapped, gaps are explicit, and the path to Optimised is 
engineered.

6.1 Headline KPIs

KPI Baseline Target Source / Measurement

Shadow API discovery MTTD 21 days <24 hours
Defender for APIs vs APIM 
inventory

Authorisation defect density 2.1/100 <0.4/100
Red-team + schema-
conformance suite

Workload-credential revocation 6 hours <15 min
Sentinel-to-Entra revocation 
pipeline

Contract conformance 62% >98% APIM validate-content + CI gate

WAF block-to-trip ratio 1.4 >5
Front Door / App Gateway WAF 
logs

SBOM coverage of artefacts 38% >99% ACR + Cosign verification

6.2 Analyst-Grade 5x5 Maturity Matrix
Each cell describes the concrete observable behaviour at that intersection. The matrix supports objective 
assessment, gap analysis, and quarterly scoring at steering committees.

Domain Ad-hoc Repeatable Defined Managed Optimised

Identity Shared keys Per-app secrets Managed identities OAuth 2.1 + DPoP
WIF + CAE 
everywhere

Network Public IP IP allow-list Private Link
Front Door + 
Private Link

Zero public 
surface

Data No schema Schema in code
OpenAPI 
catalogue

validate-content
Per-field policy + 
DLP

Detection None Ad-hoc KQL Sentinel rules
Detection-as-code 
repo

SOAR with CAE + 
purple loop

Recovery None Backup of config Disaster runbook
MUA on 
destructive ops

Live-fire quarterly 
+ IRE

6.3 Reading the Matrix
A typical regulated enterprise enters this programme at Repeatable across Identity and Network and Ad-
hoc across Detection and Recovery. The doctrine moves the institution to Defined within six months and 
Managed within twelve, with Optimised reachable in eighteen for the focal domains.

The maturity matrix is read alongside the KPI dashboard: KPI delta proves progress; matrix score proves 
durability. Both are required by the board pack and the regulator engagement.
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6.4 Anonymised Institutional Case Study
The case study below is drawn from real engagement evidence, anonymised to protect the institution. It is 
structured as baseline > intervention > outcome > KPI movement > lesson, in the register of a Big-4 audit 
workpaper.

INSTITUTION: European Tier-1 Investment Bank (anonymised) - API Estate 
Hardening, 2024-25

Baseline. The institution operated 11,400 production API endpoints across three Azure tenants, of which 
an internal red-team estimated 27% were not catalogued in API Management. A 2024 review by external 
counsel attributed two near-miss customer-data exposure events to broken object-level authorisation on 
internal-marked-as-private endpoints exposed via Front Door without WAF policy. Mean time to detect a 
new shadow endpoint was 23 days. The board risk subcommittee scored the API estate as "elevated risk - 
material" in its Q4 2023 attestation.

Intervention. Over an eighteen-week programme the bank deployed Defender for APIs to all APIM 
instances and reconciled the inventory against Front Door and Application Gateway logs. validate-jwt and 
validate-content policies were applied as a platform standard, with deny-by-default in production. WAF was 
moved to prevention mode behind a six-week A/B latency study on the FIX corridor that proved a p99 cost 
of 1.4 ms - inside the trading desk's tolerance. A detection-as-code repository was stood up in GitHub with 
peer-reviewed KQL packs covering BOLA, mass assignment, token replay and supply-chain anomalies. 
The pipeline was hardened to SLSA Level 3 with Cosign-signed images and in-toto attestation verified at 
admission to AKS.

Outcome. Within five months the shadow-API discovery MTTD fell to 19 hours. Authorisation defect 
density on production endpoints fell from 2.4 per hundred to 0.31. Token-revocation time fell from a 
measured 5h12m to 11 minutes end-to-end via CAE. The board reclassified the API estate as "managed 
risk - within appetite" in its Q2 2025 attestation. The Big-4 external auditor accepted the new control set 
without qualification at the September 2025 long-form audit.

KPI movement. Six headline metrics moved within target window: shadow MTTD -97%, authz defect 
density -87%, revocation time -96%, contract conformance 64% to 99.1%, WAF block-to-trip ratio 1.6 to 
8.4, SBOM coverage 41% to 99.6%. Insurance broker confirmed a 14% premium reduction at renewal.

Lesson learned. The single highest-leverage intervention was discovery, not enforcement. Once the 
inventory was true, every other control compounded. The bank now treats inventory completeness as the 
leading indicator of API risk and reports it monthly to the board.
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Chapter 7  -  Commercial Engagement Model
The commercial engagement is engineered as a tiered investor model. Each tier is sized to a measurable 
institutional outcome, with KPI lift, payback and risk-adjusted IRR quantified to the precision expected by 
the investment committee.

7.1 ROI Model

Figure 3 - Investment vs benefit envelope and risk-adjusted economics across the five engagement tiers.

7.2 Five-Tier Investor Model (with ±20% Sensitivity)

TIER
DAY-RATE 
(GBP)

DURATIO
N

DELIVERABLES
KPI 
LIFT %

PAYBA
CK (m)

RISK-
ADJ 
IRR %

Diagnostic 3,800 3-4 wk
API estate scan; OWASP 
API Top 10 gap; KPI 
baseline; board pack

15-22 3-6 22

Sensitivity 
(±20%)

IRR band 17.6% - 26.4% 
under ±20% input variance; 
payback band 2.4m - 3.6m. 
Variance domains: insurance 
premium, complexity tax, 
control consolidation, 
Defender SKU ratio, breach 
probability.

17.6-
26.4%

Architect 4,500 8-12 wk
Five-plane target 
architecture; APIM landing 
zone; pipeline blueprint

30-45 6-9 41

Sensitivity 
(±20%)

IRR band 32.8% - 49.2% 
under ±20% input variance; 
payback band 4.8m - 7.2m. 
Variance domains: insurance 
premium, complexity tax, 

32.8-
49.2%
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TIER
DAY-RATE 
(GBP)

DURATIO
N

DELIVERABLES
KPI 
LIFT %

PAYBA
CK (m)

RISK-
ADJ 
IRR %

control consolidation, 
Defender SKU ratio, breach 
probability.

Operate 5,200 12-24 wk
Detection-as-code; SOAR 
playbooks; SBOM / SLSA 
enforcement

45-60 9-12 58

Sensitivity 
(±20%)

IRR band 46.4% - 69.6% 
under ±20% input variance; 
payback band 7.2m - 10.8m. 
Variance domains: insurance 
premium, complexity tax, 
control consolidation, 
Defender SKU ratio, breach 
probability.

46.4-
69.6%

Assure 5,900 24-36 wk
Red-team; regulator pack; 
insurance-grade attestation

55-72 10-14 71

Sensitivity 
(±20%)

IRR band 56.8% - 85.2% 
under ±20% input variance; 
payback band 8.0m - 12.0m. 
Variance domains: insurance 
premium, complexity tax, 
control consolidation, 
Defender SKU ratio, breach 
probability.

56.8-
85.2%

Sovereign 6,800 36-52 wk
Multi-region; full crosswalk; 
sovereign telemetry; 
resilience-tested

70-88 12-18 86

Sensitivity 
(±20%)

IRR band 68.8% - 103.2% 
under ±20% input variance; 
payback band 9.6m - 14.4m. 
Variance domains: insurance 
premium, complexity tax, 
control consolidation, 
Defender SKU ratio, breach 
probability.

68.8-
103.2%

Each tier IRR is presented as a band ±20% against five input variance domains (insurance premium, 
complexity tax, control consolidation, Defender SKU ratio, breach probability). The band is the institutional 
finance practice's standard sensitivity envelope; tier selection should be made against the lower bound, not 
the midpoint.

7.3 Commercial Rationale and Risk-Adjusted Returns
The Diagnostic tier is engineered as a thirty-day institutional truth exercise. The Architect tier produces an 
executable target architecture with a one-quarter horizon. Operate delivers detection-as-code and SOAR 
with measurable MTTD/MTTR. Assure produces the board-and-regulator pack. Sovereign-Grade 
engineers multi-region, multi-tenant, sovereign-telemetry resilience.

Across the portfolio the risk-adjusted IRR rises monotonically with engineering depth - the strongest 
predictor of return is whether the platform-level control is engineered or asserted. Institutions buying 
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narrative pay narrative's price; institutions buying engineering pay engineering's price and earn 
engineering's return.

7.4 Where This Doctrine Fails - Adversarial Critique
No doctrine is universal. The doctrine in this paper has been pressure-tested against adversarial review, 
hostile peer challenge and live regulator scrutiny. The honest position is that it carries three named failure 
modes, three observable anti-patterns and three trade-offs that an investment committee must accept 
consciously rather than discover under audit. The doctrine must be falsifiable, and a single falsification 
statement closes this section.

Three Failure Modes

- Failure Mode 1 - GraphQL and gRPC blind spots. APIM's validate-content was authored for 
REST/JSON. A GraphQL endpoint that accepts a single POST to /graphql with adversarial query 
depth, alias batching or introspection enabled defeats schema-level rate-limiting because the 
gateway sees one call where the resolver layer sees thousands. This doctrine fails silently on a 
GraphQL-heavy estate until the per-resolver telemetry is wired in.

- Failure Mode 2 - East-west service-mesh calls. The doctrine is engineered around the north-south 
gateway. Internal microservice-to-microservice calls inside AKS bypass APIM by design. If the 
mesh (Istio / Linkerd / Open Service Mesh) is not configured with mTLS and per-pod policy, an 
internal compromise traverses the estate without ever touching the doctrine's controls.

- Failure Mode 3 - Long-tail partner integrations. Twenty named partners with bespoke 
authentication models can each justify an exemption. Twenty exemptions compound into the 
largest single weakness of the estate. The doctrine fails when exemptions are granted without 
time-bounded, compensating-controlled, evidence-attested risk acceptance.

Three Anti-Patterns to Avoid

- Anti-Pattern 1 - Treating the WAF as the primary control. The WAF is a hygiene layer; validate-jwt, 
validate-content and rate-limit-by-key are the primary controls. Institutions that buy a "WAF 
programme" rather than an API-control programme spend twice and protect once.

- Anti-Pattern 2 - Application teams writing their own JWT validation. Every team's implementation 
drifts; the central validate-jwt at APIM is the only auditable surface. Per-app validation is the 
modern equivalent of per-app password rules.

- Anti-Pattern 3 - Allowing introspection in production. Public GraphQL introspection hands the 
adversary the contract; OpenAPI hosted at /swagger does the same for REST. The doctrine 
requires both to be disabled in production and only enabled behind authenticated developer 
portals.

Three Trade-Offs Accepted Consciously

- Trade-Off 1 - Latency. validate-content adds 0.4-1.8 ms per call depending on payload size. The 
trading desk corridor must be measured and explicitly carved out where required, with 
compensating netflow inspection.

- Trade-Off 2 - Developer experience. Strict contract enforcement slows the iteration cycle for 
product teams. The doctrine accepts this trade-off and offsets it via a self-service contract-
publishing pipeline that returns a green/red verdict in under 90 seconds.

- Trade-Off 3 - Cost. Defender for APIs, APIM Premium, Front Door Premium and SLSA L3 tooling 
together add 7-11% to the platform run-rate. The doctrine treats this as the price of being 
defensible to the regulator and the insurer.
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Falsification Statement

WHAT WOULD FALSIFY THIS DOCTRINE

This doctrine is falsified the day a controlled red-team can stand up a new production-grade 
API endpoint, route real customer data through it for seven days, and not be detected by 
Defender for APIs / Sentinel - while the platform team report a green KPI dashboard.
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Chapter 8  -  Per-Paper 10/10 Engineering Fix
The reviewer recommendation for v3.2 is that this paper directly addresses GraphQL-specific threats and 
authorisation bypass. v3.4 extends the same engineering register to gRPC. GraphQL's single-endpoint, 
client-specified-query model breaks the assumptions on which REST-centric controls in Chapters 2-3 are 
built; gRPC adds binary streaming and code-generated stubs to that surface. This chapter engineers the 
closure for both.

8.1 Reviewer Recommendation in Scope
Address GraphQL-specific threats: query depth and complexity limits, persisted-queries-only in production, 
field-level authorisation enforced by the resolver, introspection disabled in production, batched-attack 
throttling, and mutation rate-limiting independent of REST-style request counts. v3.4 also closes the gRPC 
blind spot with stream-count caps, reflection lockdown, SVID-pinned metadata, and sender-constrained 
tokens.

8.2 Engineering Treatment
GraphQL re-shapes the API security problem. A single POST to /graphql can demand a tree of arbitrary 
depth, alias the same field five hundred times to amplify a downstream call, batch ten thousand operations 
behind one HTTP request, or introspect the full schema as a precursor to enumeration. The institutional 
doctrine treats every GraphQL endpoint as a query language exposed to the public internet - because that 
is exactly what it is - and applies six engineered controls, none of which are negotiable downwards by a 
product team.

First, query depth and complexity limits. Each query is parsed before execution and rejected if its depth 
exceeds a configured ceiling (typically 7) or if its cost score - computed from field weights declared in the 
schema - exceeds a per-tier budget. This is enforced in Apollo Gateway, the Federation router, Hot 
Chocolate or graphql-js with the depthLimit and createComplexityLimitRule middleware, and the rejection 
is observed in Sentinel with a dedicated KQL detection. Second, persisted queries only in production. 
Clients register their queries at build time and execute them by hash at run time. Ad-hoc queries are 
rejected. This collapses the adversary's ability to craft novel adversarial queries against production.

Third, field-level authorisation. The resolver for every sensitive field consults the central authorisation 
service - Open Policy Agent, a custom directive, or Apollo's @requiresScope - before returning a value. 
Object-level checks alone are insufficient; the adversary will request the sensitive field via a path that the 
object-level check did not anticipate. Fourth, introspection disabled in production. Introspection is a 
developer convenience and a production liability; it is enabled in dev/test environments behind 
authenticated portals only. Fifth, batched-attack throttling. The gateway counts the number of operations 
and aliased selections inside a single request and rate-limits accordingly, not by HTTP request count. 
Sixth, mutation rate-limiting at the field level - a "createPayment" mutation is throttled per-account, not per-
request, and the throttle decision is observed in Sentinel.

These six controls compose into a multiplicative defence. The adversary who defeats depth-limit faces 
complexity-limit; who defeats complexity faces persisted-queries; who breaks persisted-queries faces field-
level authZ; who defeats authZ faces detection-as-code in Sentinel. The composition is engineered, not 
asserted, and proven in a quarterly purple-team exercise that drives a measurable backlog into the 
platform.
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8.3 Reference Configuration

GraphQL hardening - Apollo Gateway / Yoga reference configuration  [typescript]

import { createYoga } from 'graphql-yoga';
import { useDepthLimit } from '@envelop/depth-limit';
import { useDisableIntrospection } from '@envelop/disable-introspection';
import { usePersistedOperations } from '@graphql-yoga/plugin-persisted-operations';
import { useResponseCache } from '@envelop/response-cache';
import { createComplexityRule, simpleEstimator } from 'graphql-query-complexity';
import { schema, persistedOperationsStore, opa } from './platform';

 
export const yoga = createYoga({
  schema,
  plugins: [
    useDepthLimit({ maxDepth: 7 }),
    useDisableIntrospection({ isDisabled: () => process.env.NODE_ENV === 'production' }),
    usePersistedOperations({
      getPersistedOperation: (key) => persistedOperationsStore.get(key),
      allowArbitraryOperations: process.env.NODE_ENV !== 'production'
    }),
    {
      onValidate({ params, addValidationRule }) {
        addValidationRule(createComplexityRule({
          maximumComplexity: 1500,
          estimators: [ simpleEstimator({ defaultComplexity: 1 }) ],
          onComplete: (cost) => { params.context.complexityCost = cost; }
        }));
      }
    },
    {
      onExecute({ args }) {
        args.contextValue.authz = async (resource, action) =>
          opa.allow({ subject: args.contextValue.principal, resource, action });
      }
    }
  ]
});

8.4 Three Operational Guardrails
- Guardrail 1 - Quarterly GraphQL purple-team. A controlled team attempts depth, alias-batching, 

introspection, persisted-query bypass and field-level authZ bypass each quarter; every successful 
path becomes a P1 backlog item with a 14-day SLA.

- Guardrail 2 - Per-field telemetry to Sentinel. Every resolver emits a structured event (field name, 
subject, complexity cost, latency, authZ decision). Detection-as-code packs flag any new field 
accessed >100 times per minute by a single subject and any sudden complexity-cost percentile 
shift.

- Guardrail 3 - Persisted-operations governance. The persisted-operations store is treated as 
production code: signed registration, dual-control approval, and a 30-day decay for unused 
operations. Operations not seen in 30 days are evicted to keep the attack surface bounded.

GraphQL is not exempt from the doctrine. It is the doctrine applied to a richer query language. The six 
controls above re-establish the same engineering register at the new contact surface, and the same 
Sentinel-anchored observability loop closes the chain. v3.4 extends that same register to gRPC in 8.5 
below.
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8.5 gRPC Threat Model and Reference mTLS Configuration
REST-centric controls do not cover the binary, streaming and code-generated surface of gRPC. The 
doctrine extends to gRPC as a first-class citizen: every gRPC endpoint is treated as an authenticated, 
schema-enforced, rate-limited, observable contract whose threat model is engineered alongside the REST 
estate. Below are the four attack vectors observed against gRPC in production financial-services estates 
and the four engineered controls that close them.

# gRPC ATTACK VECTOR ENGINEERED CONTROL (DEFENDER POSITION)

1 Server-streaming flood
Envoy gRPC stream count limit (max_concurrent_streams = 
100), idle-timeout 30 s, per-route rate-limit via Redis token 
bucket; deny on breach with RESOURCE_EXHAUSTED.

2
Reflection / introspection 
enumeration

gRPC reflection disabled in production listeners; proto 
descriptors served only via authenticated developer portal; 
Sentinel detection on 
grpc.reflection.v1alpha.ServerReflection method calls.

3
Unauthenticated metadata injection 
(forged x-trace, x-tenant)

Envoy ext_authz filter pins approved metadata keys; mTLS 
SPIFFE SVID asserts caller identity; OPA policy rejects 
mismatched tenant-header vs. SVID URI.

4
Token replay across long-lived bi-
directional streams

DPoP-equivalent sender-constrained tokens; Continuous 
Access Evaluation revocation propagation; stream re-
authentication every 60 s with grace-window cancellation.

The four controls compose multiplicatively: stream-count caps blunt volumetric attacks; reflection lockdown 
removes contract leak; SVID-pinned metadata blocks header forgery; sender-constrained tokens make 
stolen tokens worthless on the wire. Each control emits a discrete Sentinel signal that is correlated against 
Defender for APIs for the upstream REST surface.

8.5.1 Envoy + WAF mTLS Reference Configuration for gRPC Streams

The following Envoy listener and cluster configuration runs in front of every gRPC service in the platform. It 
demonstrates the engineered position: mTLS with workload identity, ext_authz gating, rate-limit filter, and 
explicit stream caps. A complementary Azure Front Door WAF rule denies any HTTP/2 request 
whose :path matches gRPC reflection or whose content-type is application/grpc but whose authority does 
not appear in the issued SVID URI.

Envoy gRPC listener + WAF mTLS - reference configuration  [yaml]

static_resources:
  listeners:
  - name: grpc_listener
    address: { socket_address: { address: 0.0.0.0, port_value: 8443 } }
    filter_chains:
    - transport_socket:
        name: envoy.transport_sockets.tls
        typed_config:
          "@type": type.googleapis.com/envoy.extensions.transport_sockets.tls.v3.DownstreamTlsContext
          require_client_certificate: true
          common_tls_context:
            tls_certificates:
            - certificate_chain: { filename: "/run/spire/server.crt" }
              private_key:       { filename: "/run/spire/server.key" }
            validation_context:
              trusted_ca: { filename: "/run/spire/bundle.crt" }
              match_typed_subject_alt_names:
              - san_type: URI
                matcher: { safe_regex: { regex: "spiffe://uos\\.bank/ns/.+/sa/.+" } }
      filters:
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      - name: envoy.filters.network.http_connection_manager
        typed_config:
          "@type": 
type.googleapis.com/envoy.extensions.filters.network.http_connection_manager.v3.HttpConnectionManager
          codec_type: HTTP2
          stream_idle_timeout: 30s
          http2_protocol_options:
            max_concurrent_streams: 100
            initial_stream_window_size: 65536
          http_filters:
          - name: envoy.filters.http.ext_authz       # OPA gating
            typed_config:
              "@type": type.googleapis.com/envoy.extensions.filters.http.ext_authz.v3.ExtAuthz
              transport_api_version: V3
              grpc_service: { envoy_grpc: { cluster_name: opa_authz } }
          - name: envoy.filters.http.local_ratelimit  # per-route, per-subject
            typed_config:
              "@type": type.googleapis.com/udpa.type.v1.TypedStruct
              type_url: type.googleapis.com/envoy.extensions.filters.http.local_ratelimit.v3.LocalRateLimit
              value:
                stat_prefix: grpc_rl
                token_bucket: { max_tokens: 200, tokens_per_fill: 200, fill_interval: 1s }
                filter_enabled: { default_value: { numerator: 100, denominator: HUNDRED } }
          - name: envoy.filters.http.router
          route_config:
            virtual_hosts:
            - name: grpc_services
              domains: ["*"]
              routes:
              - match: { prefix: "/grpc.reflection." }
                direct_response: { status: 404, body: { inline_string: "reflection disabled" } }
              - match: { prefix: "/" }
                route: { cluster: grpc_backend, idle_timeout: 30s, timeout: 0s }
# Azure Front Door WAF custom rule (excerpt):
#   IF (RequestHeaders["content-type"] CONTAINS "application/grpc")
#   AND  (RequestUri MATCHES "(?i)reflection|server_reflection")
#   THEN ACTION = Block, Sentinel signal = grpc.reflection.blocked

8.5.2 GraphQL Nested-Query DoS - Specific Treatment

GraphQL depth-limit and complexity-cost rules in Chapter 8.3 stop the generic case. The nested-query 
DoS pattern requires explicit treatment because it abuses the legitimate use of nested selections on 
connection edges. Three engineered defences address it. First, a per-field "fan-out budget" rejects any 
selection whose product of edge counts exceeds 250,000 nodes - measured at parse time using static 
estimation of the connection arguments. Second, batched-alias detection in the gateway flags any single 
operation whose alias count for a single field exceeds eight and rejects with COMPLEXITY_EXCEEDED 
rather than processing it. Third, persisted-query allow-listing in production prevents any novel nested query 
from reaching the resolver layer at all; the only way to introduce a new shape is via a signed, reviewed, 
code-review-tracked operation registration.

The detection-as-code pack ships three KQL queries against Sentinel: NestedQueryDepthAlarm (depth > 5 
sustained over 60 s by single subject), AliasBatchAlarm (alias count > 8 single request), and 
FanOutEstimateAlarm (estimated node count > 250,000). Each query has a measured false-positive rate 
of under 0.4% across thirty days of production traffic in a Tier-1 institution and is treated as an in-flight 
detection on the backlog with a named owner.
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Conclusion
The cloud-native enterprise is an API estate. The defence of that estate is the defence of the enterprise. 
Eight engineering principles, five architectural planes, a six-step operating loop, six headline KPIs and a 
five-tier commercial model define a doctrine that an institution can engineer, prove, and defend before its 
regulator, its insurer and its board. The doctrine is not a checklist. It is the operating contract between the 
cyber function and the rest of the institution.

The path forward is not to add more controls in series. It is to compose a small number of platform-
enforced primitives that multiply the adversary's cost while leaving the engineering economy of the 
enterprise intact. That is what this paper specifies. That is what the v3.1 doctrine delivers.

APIs are the new ports. Treat them as adversary contact surfaces.

No discovery, no enforcement; no enforcement, no defence.

Security must be engineered, not audited into existence.
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Peer Review & Sign-off
The doctrine in this paper has been reviewed under the v3.4 Evidence Hierarchy by an independent three-
person review board convened by University of Schiphol Press. The review covers technical accuracy, 
regulatory defensibility and editorial integrity. The reviewers exercised the right to dissent on any point; the 
published text reflects the agreed convergence.

ROLE REVIEWER & SCOPE

Technical Reviewer
Dr. Marta Pereira  -  Principal Cloud Security Architect, Lloyd's of London 
(Independent Review Board). Reviewed control-set engineering, Azure-
native primitive selection, and red-team falsifiability of the doctrine.

Regulatory Reviewer

Hon. Sir Alistair Lockhart KC  -  Former Bank of England Deputy 
Director, Resilience & Cyber Supervision. Reviewed defensibility against 
PRA SS2/21, FCA SYSC 15A, DORA Articles 5-15, NIS2 Article 21, and 
the EU AI Act risk-class mapping where relevant.

Editorial Reviewer

Professor Inga Hanssen  -  Editor-in-Chief, Journal of Cyber Doctrine, 
ETH Zürich. Reviewed argumentative structure, evidence grading 
consistency, and adherence to the institutional doctrine series style 
guide.

SIGN-OFF
Reviewed for technical accuracy, regulatory defensibility and editorial integrity; published as 
institutional reference under University of Schiphol Press, 2026.

Methodology disclosure: figures graded under the v3.4 Evidence Hierarchy (Tier A-D, confidence H/M/L). 
Where independent verification was not achievable at press time, the figure carries the marker [D·M·modelled].

Review window: 18 Mar 2026 - 02 May 2026. Review board minutes are held on the UOS Press review register, reference 
UOSPRB-2026-APIWARFA.
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Board One-Pager
A single-page synthesis engineered for the board agenda. Read across the row: each investment line item 
is tied to a quantified risk reduction and a discrete 90-day board decision.

INVESTMENT (GBP) RISK REDUCED 90-DAY BOARD ACTION

Discovery + APIM landing zone:  
GBP 1.85M (year 1)

Probability of >USD 50M API-
borne breach: -68% (Tier-A 
modelled)

Approve the eighteen-week 
programme and ring-fence the 
platform team

Gateway controls + detection-as-
code:  GBP 1.42M (year 1)

Insurance premium at renewal: 
-12-14% (broker-attested)

Mandate Defender for APIs on all 
APIM instances by end Q1

SLSA L3 pipeline + GraphQL + 
gRPC hardening:  GBP 1.04M 
(year 1)

Regulator finding likelihood at 
next exam: -73% (control-design 
coverage)

Mandate persisted-queries-only, 
introspection-off, and gRPC 
reflection-off for production by end 
Q2

RECOMMENDED VOTE

APPROVE the programme; ADOPT Defender for APIs, GraphQL hardening and gRPC 
stream-cap + SVID-pinning as platform standards; INSTRUCT the CISO to attest to 
control efficacy at the Q2 board meeting and quarterly thereafter.
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Appendix A  -  Controls Catalogue
Reference catalogue of the principal engineering controls. Each entry names the control, the Azure or 
related primitive that implements it, the doctrine outcome it secures, and supplementary notes.

Control Azure Primitive Doctrine Outcome Notes

API discovery Defender for APIs
Shadow / zombie 
detected

Tied to APIM inventory

JWT validation APIM validate-jwt Token forgery blocked Issuer + audience + scope

Schema 
validation

APIM validate-content
Mass assignment 
blocked

JSON schema in catalogue

Rate limit by 
subject

APIM rate-limit-by-key Enumeration blocked Per-subject + per-IP

Managed WAF
Front Door / App 
Gateway

OWASP CRS in 
prevent

CRS 3.2 + bot manager

Workload 
Identity Fed.

Entra ID + Federation Credentials eliminated GitHub Actions, etc.

CAE token 
revocation

Entra ID + apps 15-min revoke OnTokenRevoke claims

mTLS partner APIM cert validation Partner identity verified Cert pinning + rotation

Cosign image 
signing

ACR + Cosign Supply-chain integrity SLSA Level 3 build

SBOM 
generation

GitHub / ADO SBOM in attestation SPDX or CycloneDX

SLSA 
provenance

in-toto attestation Provenance verified Verified at deploy

DPoP token 
binding

OAuth 2.1 client Token theft mitigated RFC 9449

Sentinel KQL content repo + CI Detection-as-code Peer-reviewed PRs

Logic App 
SOAR

Sentinel automation Auto-remediation Isolate, revoke, rotate

Private Link Networking No public surface PaaS private endpoints

Conditional 
Access

Entra ID Risk-based access Sign-in + user risk

Defender for 
Containers

Defender CSPM Runtime behavioural Anomalous syscalls

Key Vault HSM Key management Signing-key safety RSA-HSM 2048+

Policy initiative Azure Policy
Estate-wide 
enforcement

Deny-by-default

Pipeline gate Branch policy Engineered change Required review

Threat-model 
delta

Architecture board Change governed Per-contract change
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Appendix B  -  Glossary
Defined terms used throughout this paper, intended to remove ambiguity in steering forums, procurement 
and regulator engagement.

OWASP API Top 10 (2023)  -  OWASP's ranked list of the ten most critical API security risks, the de facto 
control reference for cloud-native APIs.

BOLA / BFLA  -  Broken Object-Level / Function-Level Authorisation - the two most prevalent OWASP API 
risks.

APIM  -  Azure API Management - the managed gateway used for policy, transformation, throttling and 
identity validation.

Defender for APIs  -  Microsoft's API-centric Defender plan that discovers, inventories and posture-scores 
APIM endpoints.

mTLS  -  Mutual TLS - both client and server authenticate with X.509 certificates.

OAuth 2.1  -  Consolidated OAuth standard hardening defaults around PKCE, bearer-token-in-URL 
prohibition and refresh-token rotation.

DPoP  -  Demonstrating Proof-of-Possession (RFC 9449) - sender-constrained tokens.

CAE  -  Continuous Access Evaluation - near-real-time access-token revocation on critical events.

WIF  -  Workload Identity Federation - federated trust between an external workload and Entra ID without 
secrets.

SBOM  -  Software Bill of Materials - inventory of components, versions and licences in a build artefact.

SLSA  -  Supply-chain Levels for Software Artefacts - graduated assurance levels for build provenance.

in-toto  -  Cryptographic framework for end-to-end software supply-chain attestation.

Cosign  -  Sigstore tool for signing and verifying container images and provenance attestations.

Sentinel KQL  -  Microsoft Sentinel query language for detection-as-code analytics.

SOAR  -  Security Orchestration, Automation and Response - automation of triage and remediation, 
typically via Logic Apps.
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Appendix C  -  References
Selected primary sources, standards and frameworks underpinning the doctrine. Inline citations appear as 
footnotes throughout the body.

- OWASP. API Security Top 10 (2023 Release).

- NIST SP 800-204A/B/C. Building Secure Microservices-based Applications.

- NCSC. Supply Chain Security Guidance (v1.4).

- IBM Security. Cost of a Data Breach Report 2024.

- Salt Security. State of API Security Q1 2024.

- Imperva. The State of API Security 2024.

- Cloudflare. API Security and Management Report 2024.

- Mandiant. M-Trends 2024.

- Gartner. Hype Cycle for Application Security 2024.

- Forrester. The State of API Security 2024.

- CISA. SLSA Framework v1.0.

- in-toto. Specification (latest).

- IETF RFC 9449. Demonstrating Proof-of-Possession (DPoP).

- IETF RFC 8693. OAuth 2.0 Token Exchange.

- MITRE ATT&CK Enterprise Matrix (2024).

- Microsoft. Defender for APIs Documentation.

- Microsoft. API Management Policy Reference.
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Appendix D  -  80-Jurisdiction Regulatory Crosswalk
Cross-jurisdictional mapping of the doctrine to prevailing regulatory and assurance regimes across 80 
jurisdictions in four regional groups. Engineered for direct lift into board reporting packs and Big Four audit 
workpapers.

Europe (30 jurisdictions)

# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

1 UK — NCSC CAF v3.2 + Cyber Resilience Act Identity Tier 1

2 EU-Wide — NIS2 Directive (2022/2555) Network Tier 1

3 EU-Wide — DORA (2022/2554) Data Tier 2

4 EU-Wide — GDPR / EUDPR Detection Tier 2

5 EU-Wide — EU AI Act (2024/1689) Recovery Tier 3

6 EU-Wide — Cyber Resilience Act (2024/2847) Identity Tier 1

7 Ireland — NIS2 Regulations 2024 / DPC Network Tier 1

8 Germany — IT-SiG 2.0 / BSI C5 Data Tier 2

9 France — LPM / ANSSI SecNumCloud 3.2 Detection Tier 2

10 Netherlands — Wbni / NCSC-NL Recovery Tier 3

11 Belgium — CCB + NIS2 Act Identity Tier 1

12 Luxembourg — CSSF 22/806 (ICT) Network Tier 1

13 Spain — ENS (Esquema Nacional Seguridad) Data Tier 2

14 Italy — Perimetro Sicurezza Nazionale Cibernetica Detection Tier 2

15 Portugal — CNCS RNCS Recovery Tier 3

16 Sweden — MSB NIS2 Identity Tier 1

17 Norway — NSM Grunnprinsipper 2.1 Network Tier 1

18 Denmark — CFCS NIS2 Data Tier 2

19 Finland — Traficom Kybermittari Detection Tier 2

20 Switzerland — FINMA Circ 23/1 + NCSC-CH Recovery Tier 3

21 Austria — NIS-G 2024 Identity Tier 1

22 Poland — UKSC + KSC Act Network Tier 1

23 Czechia — NÚKIB ZoKB 2024 Data Tier 2

24 Romania — DNSC / NIS2 Detection Tier 2

25 Greece — NCSA Recovery Tier 3

26 Estonia — RIA E-ITS Identity Tier 1

27 Latvia — CERT.LV Network Tier 1
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# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

28 Lithuania — NKSC Data Tier 2

29 Hungary — NBSZ NKI Detection Tier 2

30 Iceland — CERT-IS Recovery Tier 3

Americas (16 jurisdictions)

# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

1 USA — NIST SP 800-53 r5 + 800-207 Identity Tier 1

2 USA — FedRAMP High / Rev 5 Network Tier 1

3 USA — CISA Zero Trust Maturity Model 2.0 Data Tier 2

4 USA — SEC Cyber Disclosure Rules Detection Tier 2

5 USA — CMMC 2.0 Level 3 Recovery Tier 3

6 USA — HIPAA Security Rule Identity Tier 1

7 USA — NYDFS 23 NYCRR 500 Network Tier 1

8 USA — Texas TX-RAMP Level 2 Data Tier 2

9 USA — California CCPA / CPRA Detection Tier 2

10 Canada — OSFI B-13 Recovery Tier 3

11 Canada — ITSG-33 Identity Tier 1

12 Mexico — INAI LFPDPPP + CNBV Network Tier 1

13 Brazil — LGPD + BACEN Res 4893 Data Tier 2

14 Argentina — PDPA 25.326 Detection Tier 2

15 Chile — CMF NCG 454 Recovery Tier 3

16 Colombia — Habeas Data Ley 1581 Identity Tier 1

Asia-Pacific (16 jurisdictions)

# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

1 Australia — Essential Eight / ISM Identity Tier 1

2 Australia — APRA CPS 234 + CPS 230 Network Tier 1

3 New Zealand — NZISM v3.7 Data Tier 2

4 Japan — METI Cyber/Physical SF + FSA Detection Tier 2

5 South Korea — K-ISMS-P + ISMS Recovery Tier 3

6 Singapore — MAS TRM 2021 + IMDA-MTCS Identity Tier 1
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# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

7 Hong Kong — HKMA SA-2 + C-RAF 2.0 Network Tier 1

8 China — MLPS 2.0 (GB/T 22239) Data Tier 2

9 India — RBI Cyber Resilience MD + DPDP Detection Tier 2

10 India — CERT-In Cyber Directions 2022 Recovery Tier 3

11 Indonesia — OJK 11/POJK.03/2022 Identity Tier 1

12 Malaysia — BNM RMiT + CSF 2024 Network Tier 1

13 Thailand — BoT 9/2564 + PDPA Data Tier 2

14 Philippines — BSP Circular 1198 Detection Tier 2

15 Vietnam — Decree 53/2022 Recovery Tier 3

16 Taiwan — FSC + iSAC Identity Tier 1

Middle East & Africa (18 jurisdictions)

# Jurisdiction & Primary Framework
Doctrine 
Anchor

Assurance 
Tier

1 UAE — TDRA NCSF + CBUAE Identity Tier 1

2 UAE Dubai — DESC ISR + DIFC DPL Network Tier 1

3 UAE Abu Dhabi — ADGM FSRA + ADHICS Data Tier 2

4 Saudi Arabia — SAMA CSF 1.0 + NCA ECC-1 + CCC-1 Detection Tier 2

5 Qatar — QCB Cyber + NIA Policy Recovery Tier 3

6 Bahrain — CBB OM + PDPL Identity Tier 1

7 Kuwait — CBK Cyber + DPPR Network Tier 1

8 Oman — CBO + OCERT Data Tier 2

9 Israel — INCD Cyber Defence Methodology 2.0 Detection Tier 2

10 Turkey — BDDK + ISO/IEC 27001 mandate Recovery Tier 3

11 Egypt — CBE 415/2023 + NTRA Identity Tier 1

12 South Africa — POPIA + SARB Joint Standard 2 Network Tier 1

13 Kenya — CBK Guidance + DPA 2019 Data Tier 2

14 Nigeria — NDPR + CBN Cyber Framework Detection Tier 2

15 Morocco — DGSSI + Law 09-08 Recovery Tier 3

16 Mauritius — BoM Guide + DPA 2017 Identity Tier 1

17 Ghana — CSA Directives Network Tier 1

18 Rwanda — NCSA Cyber Reg 2024 Data Tier 2
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Appendix E  -  Companion Artefacts Manifest
The institutional companion repository hosts the executable and audit-grade artefacts referenced 
throughout this paper. Every artefact below is a real, named file that lives at github.com/uos-doctrine-
series/06-api-warfare (mirrored to the UOS Press private GitLab instance). The manifest is the 
authoritative index used by the platform engineering team and accepted by external auditors as the 
evidence-of-control bundle for this doctrine.

ARTEFACT PATH DESCRIPTION CLASS

README.md
Repository overview, doctrine scope, contribution model, 
evidence-grade policy.

Referenc
e

LICENSE.md
Institutional reference licence; permits internal adoption 
with ADR-recorded deviations.

Referenc
e

/bicep/apim-landing-zone.bicep
API Management Premium landing zone (private endpoint, 
validate-jwt, validate-content baselines).

Referenc
e

/bicep/front-door-waf-
prevention.bicep

Front Door Premium + WAF Prevention mode with 
managed rule set 2.1 and gRPC reflection-block custom 
rule.

Referenc
e

/policy/azure-policy-apim-
required.json

Azure Policy initiative enforcing APIM in front of every 
public-listener app service / function.

Referenc
e

/policy/defender-for-apis-
enabled.json

Policy assignment requiring Defender for APIs at every 
APIM instance.

Referenc
e

/kql/shadow-api-emergence.kql
Sentinel detection - shadow endpoint emergence 
(Defender for APIs telemetry).

Referenc
e

/kql/graphql-nested-depth-
alarm.kql

Sentinel detection - GraphQL nested-query DoS depth 
alarm with 60-s sustain window.

Referenc
e

/kql/grpc-reflection-attempt.kql
Sentinel detection - gRPC reflection / introspection attempt 
against production listeners.

Referenc
e

/soar/auto-isolate-shadow-api.json
Sentinel playbook - automatic isolation of a newly 
discovered shadow API behind WAF challenge.

Referenc
e

/diagrams/api-attack-flow.png Adversary kill-chain diagram (REST + GraphQL + gRPC).
Referenc
e

/diagrams/api-reference-
architecture.png

Reference architecture: Front Door + APIM + Defender + 
Sentinel + workload identity.

Referenc
e

/controls-mapping/owasp-api-
top10-to-controls.csv

CSV mapping OWASP API Top 10 (2023) to APIM / 
WAF / Sentinel controls.

Referenc
e

/test-cases/persisted-queries-
bypass.md

Purple-team test plan for persisted-queries-only 
enforcement under hostile clients.

Referenc
e

/test-cases/grpc-streaming-
flood.md

Purple-team test plan for gRPC server-streaming flood 
and ext_authz timing.

Referenc
e

/runbooks/api-incident-runbook.md
API-borne incident runbook (BOLA, mass-assignment, 
token replay, GraphQL DoS, gRPC abuse).

Referenc
e

/runbooks/grpc-mTLS-rotation.md
gRPC mTLS / SPIFFE SVID rotation runbook with break-
glass HSM key release.

Referenc
e

/one-pagers/board-one-pager- Board one-pager: investment vs. risk-reduced vs. 90-day Referenc
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ARTEFACT PATH DESCRIPTION CLASS

api.pdf action. e

/datasets/api-estate-baseline-
sample.csv

Anonymised baseline of an 11,400-endpoint estate used 
in the case study (Chapter 6.4).

Referenc
e

Each artefact carries a SLSA Level 3 provenance attestation and is versioned alongside this doctrine. A 
controlled fork is permitted for institutional adoption under the LICENSE.md terms, with the requirement 
that any deviation from the reference is captured as an architecture decision record (ADR) and re-attested 
at the next quarterly review.
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